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Abstract. Joinson set-\aluedattributes(setjoins) have numerousdatabasep-
plications.In this paperwe proposePRETTI (PRE x TreebasedseTjoln) —
suiteof setjoin algorithmsfor containmentpverlapandequalityjoin predicates.
Our algorithmsusepre x treesandinvertedindices. Thesestructuresare con-
structedon-the- y if they arenot alreadyprecomputedThis featuremakes our
algorithmsusabléfor relationswithoutindicesandwhenjoining intermediatee-
sults during join querieswith more thantwo relations.Another featureof our
algorithmsis thatresultsare outputcontinuouslyduring their executionandnot
just at the end. Experimentson real life datasetshav that the total execution
time of our algorithmsis signi cantly lessthanthatof previousapproachesven
whentheindicesrequiredby our algorithmsarenot precomputed.

1 Intr oduction

Set-waluedattributesare a naturaland conciserepresentatiofior mary realllife mod-
els. Object Orientedand Object Relational DBMS require the supportof set-alued
attributes.Ef cient executionof queriesinvolving theseattributesis thereforeanim-
portantproblem[14]. Setjoin [11,10,7,6,13] is perhapshe mostimportantoperator
on set-\alueddatasinceit is usefulin severalreal-world problemswhile at the same
time beingdif cult to compute2]. A setjoin betweertwo relations and |, retrieves
pairsof records( , ), and , for which returnstrue,where
and areset-\aluedattributesand canbeary boolearvaluedfunctionovertwo sets.
Examplesf suchfunctionsincludesetcontainmentsetequalityandsetoverlap.

As an exampleof a setcontainmenjoin, considerthe join of a relation

with arelation , Where hasa set-\aluedattribute ,and
hasaset-\aluedattribute . Thisjoin nds all student®ligiblefor

takingeachcoursevhenthepredicatds

Overlapjoins canbe very usefulin ary match-makinglomain.Oneexampleis to nd

pairsof customer®f amazon.comvho purchasetleasts booksin common.

A numberof partitionbased11, 10] andinvertedindex basedapproachefr, 6,13]
have beenproposedor setjoins. Thesestudieswereawelcome rst stepin addressing
theproblemof ef cient computatiorof setjoins. Thepartitionbasedapproachedo not
requireary precomputedndex, but they arein generalnot asef cient astheinverted
index basedapproachef’]. Thestate-of-the-arhvertedindex basedapproachesyhile
beingmoreef cient, have the drawbackof requiringa precomputedndex — this slows
down databasepdates.

Our contrikutionsin this paperareasfollows:



1. We proposePRETTI(PRE x TreebasedseTjoln) —asuiteof novel algorithmsfor
setcontainmentpverlapandequalityjoins.

2. Our algorithmsusepre x trees[4] in additionto invertedindex structuresThis
helpsutilize overlapsin recordsresultingin lessrework.

3. Our algorithmshbuild the requiredpre x treesand invertedindices“on-the- y”.
Thismakesthemusabléefor relationswithoutindicesandwhenjoining intermediate
resultsduringjoin querieswith morethantwo relations.

4. Computingindiceson-the- y insteadof precomputinghemmeanshatthereis no
maintenanceostin termsof disk-spacer time for updates.

5. Our algorithmscanbene cially utilize precomputedndicesif they areavailable.
We notethatour algorithmsout-performpreviousapproachesvenwhenour algo-
rithmsbuild theindiceson-the-y.

6. Joinresultsareoutputcontinuouslyduring the executionof the algorithmandnot
justatthe end.In experimentson reallife datasetsvherethejoin resultsarehuge
the (initial) responsavasalmostinstantaneous.

7. The outputof our algorithmsis organizedwithout specialeffort in the following
fashion:the outputcorrespondindo records(in oneof therelations)thathave the
samesetcontentsareclumpedtogetherFurther the outputcorrespondingo “pre-
x es” of arecordappeaijust beforethe outputcorrespondingo thatrecord.This
organizationof outputhelpsin makingsenseof largejoin results.

We assumea nestedrepresentatiomf the data[11]. In this representatiomll the set
elementsarestoredatthe sameplace facilitatingef cient joins onthem.

Organization In Section2, we formally de ne the setjoin problem.Next, in Section3,

we motivate the useof pre x tree andinvertedindex structuresfor the computation
of setjoins and their on-the- y constructionIn Section4, we presentthe proposed
setjoin algorithms.Relatedwork is describedn Section5. The performanceof the

setjoin algorithmsis evaluatedin Section6. Finally, in Section7, we summarizethe

conclusionf our study

2 Problem De nition

De nition 1 (setjoin). Thesetjoin of tworelations and is de nedas
wheie and are set-valuedattributes,and is a join condition. A pair of recods
and will bepresentin thejoin result,if is satis edfor and

For pedagogicateasonsye assumehatrelations and containonly two attributes:
(1) the set-\aluedattribute that they arejoined on, and(2) the recordidenti er (rid).
Henceeachrecord containsaset,whichwereferto as . For corveniencewe use

torepresent and torepresent

In this paperwe studysetcontainmentequalityandoverlapjoins. The setcontain-
mentjoin retrievesall pairsof records( , ), for which . In equalityjoin,
( , )isintheresultiff and areexactlythesame.Setoverlapjoin retrievesall
pairs( , ), forwhich and hasatleastonecommonelementWe alsohandle
themoregeneraloverlapjoin calledas -overlap,where and shouldhave atleast

commonelements.



3 Index Structuresfor SetJoins

In this section,we motivatethe useof pre x trees[4] andinvertedindices[5] for the
computationof setjoins. We also discusshow they canbe computedef ciently on-
the- y, insteadof precomputinghem.As mentionedn the Introduction,this is useful
becausao disk-spaces reseredfor the index, anddatabaseipdategequireno extra
work in keepingtheindex up-to-date.

3.1 Prex Trees

Pre x treeshave beenusedin [4] to storesetsfor the purposeof mining frequentitem-
sets.This hasresultedin severalelegantalgorithms[4, 3] for thattask.Pre x treescan
similarly beusedto storesetsfor set-joinapplicationsSincepre x treesstore(ordered)
sequenceandsetsareunorderedanorderingis imposeduponthe set-elementbased
ontheir frequeny of occurrencdin agivenrelation).

Eachnode in thetree(exceptroot) holdsaset-elemenfreferredto as ).
Thenode alsorepresentaset(referredoas ) —containingheelementstoredn

andits ancestorsWe alsostorein , anrid-list containingtherids (recordidenti ers)
of all recordswhosecontentis the sameas . Wereferto thislist as . The
structureis compactbecause commonpre x of severalsetsis representednly once.
Orderingtheset-elementbasedntheirfrequeny helpsin identifyingmoreandlonger
commonpre xes.

In additionto saving spacea pre x treealsosavesontime becausé¢asksthatneed
to be performedover all the setscanbe performedjust oncefor eachcommonpre x.
Thus pre x treeshelp avoid redundantwork. Our algorithmto constructpre x trees
(adaptedrom [4]) is asfollows:

Firsttheroot nodeof the pre x treeis createdEachrecord of therelationis then
insertedinto thetreeasfollows: The elementof are rst sortedin decreasingrder
of their frequeng in therelation.Startingfrom theroot of thetree,we follow a path
aslong asthe sequencef elementsn thenodesof is apre x of thesortedrecord .
We nally reachanode suchthat isthelongestpre x of currentlyrepresented
in thetree.Thenwe addapath  of nodesasdescendantsf |, to holdtheremaining
elementof . Thelastnodein theentirepath from therootnow representshe
newly insertedrecord . Therid of is appendedo the of thisnode.

Theabove algorithmis sufcient if theentirepre x tree ts in mainmemory Oth-
erwise,we logically divide the databasénto horizontal partitionssuchthatthe pre x
treebuilt onthatpartition ts in mainmemory Thisreducegheef ciency of theabove
approactbecauseommonpre x eshetweerrecordsacrosspartitionsarenotused.

3.2 Inverted Indices

Invertedindiceswere rst usedin [6] for the computatiorof setjoins. A recurringtask
in setjoin computatioristo nd all therecordshatcontainagivenset.lt is possibleto
dothis efciently usinganinvertedindex, in which for eachelementin the domain

alist of record-identi ers(rids) of recordshaving thatelements maintained Thus,the



recordscontaininga givensetcanbefoundby justintersectinghelists corresponding
to eachelemenin theset.

The invertedindex canbe constructedy makinga single passover the data.We
build a list for eachset-element containingtherids of recordscontaining . We refer
tothislist astheinvertedlist of andrepresenit by . Usingtheinvertedindex, the
list of recordsthatcontainagivenset (referredto astheinvertedlist of , or )
canbecomputeddy simply intersectingthe invertedlists of eachelemenitn

As notedearlier, if the entireindex doesnot t in main memory the databases
logically divided into horizontal partitions suchthat the index constructedover that
partition ts in mainmemory Notethatthis partitioningof thedatabaseiffersfrom the
vertical partitioningin [7]. There theset-elementaeredividedinto disjoint partitions,
whereadere therecordsaredividedinto disjoint partitions.

Precomputingndices Building the above index structuregboth pre x treesandin-

vertedindices)on-the- y hasa costof , whereN is thetotal numberof elements
in all recordsof therelation.Theconstanfactorinvolvedis reasonablgmall.For pre x
treestheconstanfactorwouldinclude —theadditionalcostfor sortingelements

of eachrecordof length . A similar cost(with astill smallerconstanfactor)would be
incurredfor simply readinga precomputedhdex from disk. We feel thatin mostcases,
the additionalcostfor building indiceson-the- y is justi ed by theindex maintenance
costsin termsof disk spaceandupdatetime. However, we notethatif a pre-computed
index is available,our algorithmsdescribedn the next sectioncanmale useof it di-
rectly insteadof building it on-the-y.

4 The PRETTI Algorithms

In this sectionwe presenthe PRETTI(PRE x TreebasedseTjoln) suiteof algorithms
for setcontainmentpverlapandequalityjoins betweenwo relations and . These
algorithmsuseapre x treeon andaninvertedindexon , unlessotherwisespeci ed.
For equalityjoin we give anadditionalalgorithmusingpre x treesonboth and

Algorithm PRETTI: Nested Loop( , )

1 for eachpartition in

2 = build_pre xTree( )

3 for eachpartition in

4 = build_invertedList( )
5 Set Join( , )

Fig. 1. Partition NestedLoop SetJoin

If themainmemoryis insufcient, a nestedoopjoin is used,asshavn in Figurel.
In the nestedloop join, eachrelationis partitionedhorizontally so that indicescon-
structedon eachpair of partitions , and , t in mainmemory
Therequiredjoin algorithmis performedon eachsuchpair. Thereforewithoutlossof
generalitywe assumehattherelationsto bejoined canbe processeéh mainmemory



4.1 SetContainmentJoin

A setcontainmenjoin, representedby , is oneof theimportantoperators
amongsetjoins. It wasshawn in [7] that setcontainmenjoins usinginvertedindices
on aremoreefcient than signature-basednd partition-basedapproachesln our
approachyve retainthis ideaof usinganinvertedindex on  (representeds ) and
in additionuseapre x treeon (representeds ).

We needto nd pairsof records( ) from and suchthat . That
is, for eachnode of , we needto nd —therecordsin  thatcontain
. To do this we needto intersectthe invertedlists (from ) of all elementsn

. Now, it is clearthat where is the parentof
Therefore, . It follows that for eachnode , we
cancompute by processinghe nodesof in a depth- rst traversal,since

in suchatraversaltheparent of is visitedbefore .
The pseudo-cod®f the above algorithmis shavn in Figure 2. The function Set

Containment is arecursve implementatiorof depth- rst traversalover . Initially
it is calledseparatelyor eachchild  of therootof with thefollowing arguments-
(1) itself,and(2) (initially equalto from ). It rst outputs
pairsof rids of records( ) suchthat and
(lines1-3of Figure2). Then,for eachchild of it computes by intersecting
with , whichis obtainedrom (lines5-7).

Algorithm PRETTI: Set Containment( , )

1 for each in do

2 for each in do

3 output( , )

4

5 for eachchild of do

6 =

7 Set Containment( , )

Fig. 2. SetContainment Join

4.2 SetOverlap Join

The setoverlapjoin retrievesall pairsof records( , ) from relations and , for
which . A moregeneraformis -overlapwhere , Where is
auserspeci ed parametenVe againuseapre X treeon andaninvertedindex on
However, for pedagogicateasonsye rst explainthealgorithmwithoutusinga pre x
treeon

Without Pre x Trees For eachrecord in , we needto determineall the records
in suchthat and share elementsTo do this, we build anarray
thatholdsfor eachrecordin , thenumberof elementst containan commonwith



This arraycanbe built by simply scanningeachrid in the invertedlists (in ) of all

elementsn  andincrementingts counterin . If andwhenthecountof anrid

in reaches, thatrid alongwith therid of  is outputbecaus¢henthey share
elementsn common.

Theabove approactdoesalot of redundantvork —if two recordsareidentical,the
above operationcanbe performedjust oncefor both records Evenif thetwo records
are not exactly equal,but shareseveral elementsn common,much of the work can
bereusedUsingapre x treeon canhelpidentify suchcommonelementsbetween
transactionsindavoid redundantvork. We now describethis approach.

With Pre x Trees An immediatebene t thatis obtainedby usingapre x treeis that
the above operationof building the array etc.needgo be doneonly oncefor
all recordsin the of eachnode.In addition,sincethe setcorrespondingo a
node sharesll theelementof its parentnode , we canreusethe arrayof

for processing —this arrayis up-to-datewith respecto theinvertedlists
of all elementdn . We only needto updatethe array by scanningeachrid
in andincrementingits counter We notethat partial resultsare output
assoonasthe valueof a counterreaches, insteadof waiting till is updated
completelyfor node .

In the above procedurewe obsene thatif the arrayfor node hasan

entry whosecountequalsor exceeds , thenit would automaticallyequalor exceed
evenfor . Thereforewe maintaintherids correspondindo suchentriesof

separatelyn anarraycalled . Then,while processingiode , we outputthepairs
of ridsin and , without further processing.
The above paragraphslescribehow the array of a parentnode can be

reusedat a givennode.In a depth- rst traversalof the pre x tree,anode andall its
childrenarevisited beforethe next sibling of is visited. In orderto ensurethatthe
arrayis usableby the next sibling of , we needto undochangesnadeto
it while processing (andits children).This is achieved by simply scanningeachrid
in and decementingits counter after the processingover hasbeen
completedFinally, if this decremenbperationcausegnentryin to fall below
, thecorrespondingid needgo beremovedfrom
Thepseudo-codef thealgorithmdescribediboveis shavnin Figure3. Liketheset
containmenjoin (Figure2), the overall structureof this algorithmis arecursveimple-
mentationof a depth- rsttraversalover . Itisinitially calledwith therootof
asthe rst agument.The arraydescribediboveis thesecondargumentandis
initialized to zerosbeforecalling the functionfor the rst time. The third agumentto
thefunctionis , Which asdescribedabove, is anarrayof rids correspondingo
theentriesof whosevaluesequalor exceed . It is initially empty

4.3 SetEquality Join

The setequalityjoin retrievesall pairsof records( , ) fromrelations and , for
which . We presenttwo differentalgorithmsfor setequalityjoin. The rst
algorithmis avariantof the setcontainmenjoin presentedh Section4.1andtherefore



Algorithm Set Overlap ( , , )

1 for eachchild of do

2 for each in

3 /I increment
4 if

5 append to

6 for each in do
7 output( , )

8

9 Set Overlap ( , , )
10

11 for each in

12 /I decrement
13 if

14 delete from

Fig. 3. SetOverlap Join

usesapre x treeonrelation andaninvertedindex on . Thesecondalgorithmuses
pre x treeson bothrelationsandno invertedindex.

Using a Pre x Treeand an Inverted Index The setequalityjoin canbe considered
to be a specialcaseof the setcontainmenjoin —we rst nd all pairs( , ) from
and suchthat and amongthesepairs, we outputonly thosefor which
. We canobtain from thedepthof thenodecorrespondingo  in the
pre x-tree. Thevalueof canbeprecomputedndstoredwhile building theinverted
indexon —thisresultsin asmallmemoryoverhead.

Using Two Pre x Trees An equalityjoin canbe computedef ciently whenbothre-
lations and aresortedonthejoin attribute. We achieve this by constructingpre x
trees and on and ,respectrely. A depth- rsttraversalon or
yieldsthesetsstoredin it in a sortedlexicographicorder, asexplainedbelow.

As mentionedin Section3.1, the individual set elementsare orderedbasedon
their frequeng in eachrelation. Here,we orderthem basedon their total frequeny
in bothrelations.We thende ne the lexicographicorderingof setswith respecto this
frequeng-basedrderingof individual setelementsNote thatpre x treeconstruction
is moreefcient thangenericsortingsinceit requiresonly time (seeSection3).

Theequalityjoin algorithmthenmerelyconsistof asimultaneouslepth- rsttraver-
saloverboth and . Let thecurrentnodesduringthetraversalsbe  and
in and , respectiely. If , thenthetraversalover is sus-
pendeduntil . Similarly, if , thenthetraversalover

is suspendedAs longas , thepairsof ridsin theridlists of
and areoutput.



Notethatfor eachnode in apre x tree,wedonotstore in thenode.Instead,
thisis computedonthe y duringthe depth- rst traversalby forming the union of the
elds storedat andits ancestors.

5 RelatedWork

Setjoin operatorgeceiedsigni cant attentionrecently In [2], theauthorsshavedthat
set-joinsare one of the hardestoperatorgo optimize. Several nestedloop join tech-
nigueswere evaluatedin [5] andsignatue-hashjoin wasfoundto be the bestamong
them.A recentwork [13] studiedmorecomplex varietiesof similarity joins on setval-
ueddata.Applicability of setdivision operatorfor containmenjoin on set-datan rst
normalformis discussedh [12]. TheApriori algorithm[1] for miningfrequenttemsets
hasbeensuggestedor containmenjoins sinceit countsthe occurancesf “candidate
itemsets’in set-data.

Severalpartitionbasedapproachefor setjoinshave beenproposesguchasPSJ11],
APSJ,DCJandADCJ[9, 10]. In theseapproacheghe relationsare partitionedbased
on hashfunctionssuchthat pairs of recordsin the outputfall in the samepatrtition.
Although fasterthansignaturebasedmethodstheir performanceheavily dependon
thenumberof partitionsandthe hashfunctionused A badpartitioningcanmake these
approacheperformnearthe worst casequadratictime compleity dueto falsedrops.
Thoughadaptve approache§l0] have beenproposedo overcomethe rst dravback,
theproblemof falsedropsstill remains Also, mostadaptve approacheperformbetter
thanPSJonly in casef very large averagesetcardinality[9].

Block NestedLoop Join (BNL) wasproposedn [7]. It rst constructsaninverted
index overtherelation . Then,for all elementdn eachrecord , thecor-
respondingnvertedlists areintersectedo gettherecordsin  thatcontain . Since
thecompleterelation maynot t in mainmemory is vertically partitionedinto a
numberof blockssuchthateachblock ts in mainmemory Eachpartitionhasinverted
lists of a subsebf thetotal elementsn thedomain.

In BNL, insteadof loading recordby record,a pageof recordsis read.For each
pageof all blocksof areloadedoneby oneandprocessedSinceall elementsn
arecordof neednotbelongto asingleblockof ,tempoary les areusedto store
thepartialresultsfor eachblock.

The major drawbacksof BNL (w.r.t. PRETTI)are: (1) In BNL, overlapsbetween
recordsarenot takeninto account(2) Dueto the vertical partitioningapproachBNL
needgo maintaintemporaryles. Thesizesof theseles canbe of the orderof output
size,which can be quadraticover the size of the relations.(3) To build a complete
vertical partition, the entiredatabas@eedso be scannedThis excludesthe possibility
of constructinga vertical partitionon-the- y.

6 Experiments

In this sectionwe compareour proposedalgorithmswith BNL [7] andpartitionbased
PSJ[11] andAPSJ[10] algorithms.We mainly compareour approachwith BNL since
it wasshawn [7] to outperformpartitionbasedPSJ.In this sectionwe alwaysperform



self-joins,i.e. . We alsoassumahat is the outerrelationand is theinner
relation. All the experimentsare performedon a 2.6 GHz CeleronPC with 256 MB
main memory running Red Hat Linux 2.4.20-8.An illusion of limited main memory
is createdby limiting the buffer size and also ensuringthat Linux doesnot cache
during nestedoop joins — we madeseveral copiesof anduseda differentonefor
eachiterationof the nestedoop join.

For comparisonwith APSJ,we usedthe Set ContainmentJoin Testbed[8]. We
implementedhe BNL suiteof algorithmsasdescribedn [7] in whichwe incorporated
thefunctionalitiessuchascompressionpipeliningandpruningusingsetcardinalities.
We studythesealgorithmsfor varying buffer andrelationsizes.In experimentsvhere
we donotvary buffer sizeswe x it to 25%of thecorrespondingelationsize.

For the datasetsisedin our experimentsthe outputof setjoins arehuge. Writing
this to disk would over-shadev the actualjoin processingost. To avoid this, we only
countthenumberof pairsin the solution,insteadof writing themto screeror disk.

BMS |Dom|Avg. SetRelationfMax. SetSetCard|SetCard]SetCard|SetCard] Rel.

Dataset | Size| Card. | Card. | Card. Size
WebMewl| 497 2.5 59,602| 267 2098 411 72 34 |588KB|
WebMew?2|3340) 5 77,512 161 10971 | 2574 160 8 1.5MB

POS |1657| 6.5 |[515,597 164 | 128098| 29934 955 37 11MB
Fig. 4. DatasetCharacteristics

For our experimentswe usedthe real life dataset8MS-POS,BMS-WebView1 and
BMS-WebView?2 from Blue Martini Software[15]. Thesedatasetriginatedfrom a
dot-comcompaly calledGazelle.comaleg-wearandleg-careretailerandcontainsser-
eralmonthsof click-streamdata.Figures6 shavs the characteristicef thesedatasets.
The major criteria[11] to testjoin algorithmsaretheir scalabilitywith increasing
relationcardinality domaincardinalityandrecordlength.BMS WebMew1 hasa small
domaincardinalitybut somerecordsareverylong. BMS Web\View2 hasalargedomain
cardinalityof 3340.Boththedomainsizeandrelationcardinalityarelargein BMS POS.

6.1 SetContainmentJoin

In thissectionwe compareheperformancef PRETTIwith BNL, PSJandAPSJfor set
containmenjoins. The rst experimentfFigureba,teststhescalabilityof thealgorithms
w.r.t. relation cardinality Note thatthe y-axisis shown in log-scale The dataset is
constructedy takingrandomsamplesrom BMS-POSof increasingcardinalitiesThe
buffer sizewassetto 25% of the sizeof . We seethatthe responsdime of PRETTI
increaseseryslowly for largerrelations.This canbeattributedto theoverlapshetween
new recordsandold recordsin

On the otherhand,we seethat the performanceof BNL deterioratesigni cantly
astherelationcardinalityincreasesThe majorreasorfor this is its inability to exploit
overlapsbetweenrecordsin . Anotherreasonis that asthe relation cardinality in-
creasesinvertedlists becomdonger, resultingin fewer lists loadedinto memoryeach
time,whichin turnresultsin largetemporaryles.
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Figure5b shavstherunningtimesof PRETTIandBNL for increasingouffer sizes
on WebMew1 andWeb\View?2 datasetsWe seethat PRETTI consistentlyoutperforms
BNL. Theresponsdimesfor WebView2 shov thatPRETTIis well suitedfor datasets
with largedomainsWe alsoseethatasthe buffer sizedecreaseBNL performsmuch
worsesinceit needgo rely moreon largetemporaryles.

SetCard| 10| 20| 40 | 60 | 80 | 100
PRETTI| 10s| 20s| 39s | 66s | 84s5|1235
APSJ (97738129 276s| 158s|15651729
PSJ |479971491139810953 - | -
Table 1. Containment Join (SetCard. Vs Resp.Time)

Table1l comparedPRETTI,PSJand APSJon a 100K recorddatasegeneratedy
thetestbedusedin [8]. We seethatPRETTloutperformdPSJandAPSJsigni cantly.

6.2 SetOverlap Join

Setoverlapjoin is the mosttime-consumingperatioramongthethreejoin typesstud-
ied in this paper Figure 5¢ shavs the performanceof PRETTI on the POS dataset.
We seethatPRETTIcanhandlelarge datasetgvenfor overlaps.Dueto thevery large
temporaryles, BNL couldnotberun onthis dataset.

Figure5d (y-axis in log-scalg shows the runningtimes of the algorithmsfor in-
creasingbuffer sizeson the WebMew1 datasetFigure 5e shavs the runningtime of
PRETTIfor increasingvaluesof for arelationof 250K records We seethatPRETTI
is scalablefor highvaluesof . Thedifferencein theresponsdime is dueto thevaried
costin maintaining for different . To comparePRETTI and BNL, we shav
the responsdime for BNL on 20K records.Figure 5f shows the performanceof the
algorithmsfor varyingoverlapsizeson the WebView2 dataset.

In thesegraphs,PRETTI clearly outperformsBNL. For eachrecordof , BNL
computegheunionof invertedlists of all its elementsSincelong recordsarecommon
in realdatasetsheresultinglist explodesandcanreachtheworstcasesize(therelation
cardinality). Further the sizesof temporary les neededo eliminateduplicates(and
hencethetime to procesgshem)canbe quadratioon therelationcardinality

6.3 SetEquality Join

For equalityjoin, we compareghetwo PRETTlalgorithmsin Sectiord.3with BNL. We
refertothePRET Tlalgorithmthatuseswo pre x treesas“tree-join”. Figure5g (y-axis
in log-scalg shawvs thealgorithms'scalabilitywith increasingelationcardinality

As expectedwe seethatthe responsdime of PRETTlandBNL is similar to their
setcontainmenjoin counterparts.Surprisinglywe nd thatPRETTloutperformgree-
join in mostcasesThis is dueto the maintenancef two pre x treesin mainmemory
Eachnodeoccupieghreetimesspacecomparedo thatof asingleelementThisresults
in morepartitionson and , whichincreaseshenumberof iterationsin thejoin. This
experimentalsoshavsthatPRETTIoutperformsBNL by alargemamgin.



bu

Figure 5h shavs responsdimes of thesealgorithmson WebMew?1 for increasing
ffer sizes.Therapid increasdan responsdime of BNL asthe buffer sizedecreases

canbeattributedto largetemporaryles.

7

In

Conclusions

this paperwe proposedhe PRETTIsuiteof algorithmsfor setcontainmentoverlap

andequalityjoins. We investigatedhe useof pre x treesandinvertedindicesfor per
forming setjoins ef ciently . Ouralgorithmsdo notrequirethesestructurego be stored
onthedisk, but insteadbuild themonthe y . This propertymakesthemusefulin com-
puting joins of intermediateresults(which have no indices)in large join queries.Our
resultsshav thatour algorithmssigni cantly outperformpreviousapproaches.
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